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Notation

Index | Total | Notation

Individual j Nit j =100

Umqu_e . f F f=1;::1;F

combination

Area [ M i=1;::;M

Area (alt.) k M k=1;:::;M

Time t T t=1;::;T

Age a A a=1;::;A

Covariate q Q q=1;:::;Q

Posterior draws d D d=1;:::;D

Health state h H h=1;:::;H

Table 1: Dictionary of indices used in this report.
Notation | Subscript Superscript

Observed data y any st
Fitted values any (d), nz
Expected counts E it (d)
Intercept (d), nz
Design matrix of xed e ects X any
Design matrix of random e ects (see 8.1) G any
Coe cients for xed e ects q (d)
Coe cients for xed e ects (see 8.8) ar q (d)
Coe cients for random e ects (see 8.1) (d)
Standard normal random variables Z any any of ;;s;v
Spatial random e ects (ICAR) S [
Unstructured random e ects % [
Combined spatial random e ects [
Unstructured and structured mixing parameter
Scaling (BYM2)
Temporal random e ects (ICAR) t
Space-time random e ects it
Spatial weight matrix w S ik
Temporal weight matrix wT ik
Variance 2 any of ; ;s;v;
Survey weights w jit
Population N any
Sample size n any
Disability weight e h
Life expectancy L a
Probability p any (d)
Direct estimate (from survey) p it u
Sampling variance (of ) " it u

Table 2: De nitions of the notation used for specifying the Bayesian models in this report.




1 INTRODUCTION

1 Introduction

The Department of Health Western Australia (DOHWA) is currently working on a modelling
and mapping project to improve health insights in Western Australia. This project aims to
leverage a large quantity of administrative and survey data along with spatio-temporal (ST)
Bayesian models to generate robust small area estimates and measures of uncertainty for a
variety of health metrics for a wide range of conditions and indicators across multiple years.
The goal is to generate smoothed estimates of these health metrics at three geographical
levels; namely health districts (HDs), local government areas (LGAs) and statistical areas
level 2 (SA2s). Finally, health metrics will be provided separately for males, females and
persons and broken down by Aboriginality where the data is available.

The project has access to three distinct types of data, which require di erent models.
The rst and largest is administrative/registry data, which includes cancer incidence, hos-
pitalisations and mortality. These data require spatial and temporal smoothing to meet
issues relating to small counts and populations and to avoid some privacy and con den-
tiality requirements.

The second type of data are annual Western Australian population health surveys which
will be used to provide prevalence estimates for a variety of health factors, including but not
limited to smoking, diet, alcohol and obesity. These data require more complex modelling,
as non-sampled data must be imputed whilst simultaneously correcting for sampling and
non-response bias in the survey design and collection process.

Finally, mapping metrics related to the burden of disease is required. There is a large
amount of data required to estimate the burden of disease, which include prevalence es-
timates, mortality data, comorbidity adjusted disability weights, and life expectancy esti-
mates.

As the funding agencies for the project, both DOHWA and FrontierSl have contracted
researchers from the Queensland University of Technology (QUT) to explore and assess the
amassed data and recommend suitable Bayesian models. This report provides additional
details based on the recommendations provided in Deliverable 1.

1.1 Structure

To begin with we'll discuss the details of Bayesian inference and computation (Section 2),
which are critical to drawing valid conclusions from Bayesian models. We'll then introduce
Bayesian hierarchical models and discuss the details and construction of spatio-temporal
models in general (Section 3). In the following sections, we'll provide the R code and math
details for the recommended models for the three data types (Sections 4, 5, 6), along with
examples of the data structure and plots of results where necessary. Note that this report
(and the R code contained within it) are not substitutes for the training materials. As such,
the R code in this report cannot be solely used to conduct the modelling.

1See Figure 22 in Section 8 for an overview owchart of the data and models.

DOHWA, QUT



1 INTRODUCTION

Scattered throughout the report we've included Tech Talk! and Consider! boxes that

aim to brie y highlight any technical or theoretical details that arise from our discussions.
The large appendix (Section 8) includes a brief introduction to the generic mathematical
notation (vectors, matrices, etc) used in this report (Section 8.1), the epidemiology metrics
(Section 8.3) and details of any computational tricks used. The mathematical notation used
throughout most of this report can be found in Tables 1 and 2.

The Bayesian ST models we discuss in this report have been purposely recommended for
their wide applicability across di erent data types and conditions. As long as the format
of the data and the outcome is of the correct type (e.g. count or binary), Bayesian ST
models learn the best way to approximate the data, given the model structure we impose.
To ensure a reasonable balance between e ciency, ease of use and appropriateness, the
models we recommend impose enough structure to achieve the goals of the project, but
also the exibility for the models to learn what is required from the data itself. Thus, this
technical report purposely does not focus on any single condition.

DOHWA, QUT



2 BAYESIAN INFERENCE 9

2 Bayesian Inference

The bene t of Bayesian inference and modelling is its exibility, probabilistic interpretation

and simple reporting of uncertainty. 2 Bayesian inference considers model parameters, P,
as random and data, vy, as xed (see Table 3 for a breakdown of the di erences between
Bayesian and frequentist inference). Unlike in frequentist inference, where the parameter
estimates are those that maximise the log likelihood, log p(yjP), in Bayesian inference the
parameter estimates are the posterior distributions, p (Pjy),® which speci es the distribution

of the parameters of the Bayesian model, given our data, y. The posterior distribution

is a combination of the likelihood, p(yjP), and the prior distribution, p(P). The posterior
distribution is derived using Bayes theorem,

POIP)P(P).

p(y) @1

p(Ply) =

Given that the posterior is a distribution, the model parameters have a natural proba-

bilistic interpretation. For example, Bayesian inference allows us to derive the probability
that a parameter, P, is greater than some value, Pr (P > cjy).

Probability is \long-run frequency"

Probability is \degree of certainty"

p(yjP) is a sampling distribution
(function of y with xed P)

p(yjP) is a likelihood
(function of P with xed vy)

No prior

prior

p-values
(null hypothesis tests)

Full probability model
available for summary/decisions

Con dence intervals

Credible intervals

Table 3: Some of the core di erences between Bayesian and frequentist thinking and inference.

2.1 Computation

Since Bayesian models are often numerically intractable, estimates are generally computed
through an algorithm called Markov Chain Monte Carlo (MCMC) (Gelman et al. 2014a),
which approximates the posterior distribution of our Bayesian models by drawing a very
large number of samples, say D, from p(Pjy).* Although there are a wide range of MCMC
algorithms, those proposed in this work rely on methods called random walk or Gibbs
sampling. ® These methods propose (or step) to new parameter value by comparing the
likelihood of the current value to the proposed value (see the box on page 11 for details

on how to select an appropriate step size). MCMC begins by specifying an initial set of

2please see the rigorous introduction to Bayesian work ow by Gelman et al. (2020)

3p(:) denotes a probability distribution. For example, p(X) would denote the probability distribution for the
random variable X

40Other methods (e.g. Variational Inference) can be used to obtain the posterior distribution. These methods
can be considerably faster than MCMC methods, but at the cost of accuracy and simplicity.

5Please see Chapter 9 of McElreath (2020) for an intuitive introduction to random walk and Gibbs samplers.

DOHWA, QUT



2 BAYESIAN INFERENCE 10

parameter values, before running a \chain of steps" (technically called a Markov Chain)
with the goal that the entire collection of steps (the posterior draws) will approximate the

true posterior distribution. In this example, D is the number of steps we ask the MCMC
algorithm to take.
MCMC algorithms can provide exact inference for Bayesian models when D is very large.

However, for nite D, say 10;000 the validity of inferences from Bayesian models depends

on whether the algorithm has converged . Technically speaking, convergence refers to the
stabilization of the Markov chain that is used to simulate the posterior distribution. Given

the importance of convergence in Bayesian analysis, convergence must be assessed prior
to drawing any model inferences. Unfortunately, in practice, it is impossible to validate
whether an MCMC algorithm has converged to the true posterior. That said, there are two
pivotal checks and corresponding metrics we recommend using to have con dence in the
validity of the MCMC output and resulting inferences.

R-hat It is recommended to run multiple, independent MCMC algorithms for the same
model, called chains. By starting each chain with a di erent set of initial parameter values,
we can ascertain whether convergence is acceptable by comparing the behaviour of the
posterior draws from di erent chains. Well behaved chains should converge to the same
area of the parameter space regardless of the initial parameter values used. Separate chains
that converge to the same density are described as \mixing well".

Note that a single chain can also be used but must be run for a long time compared to
the shorter runs we can use for each of multiple chains. Furthermore, current MCMC diag-
nostics rely on the assessment between chains (Vehtari et al. 2021), which makes multiple-
chain approaches preferable. The posterior draws from MCMC are the combined draws
from multiple chains or the draws from a single chain.

The R, which is always greater or equal to 1, is used for these assessments 6. AnR=1
denotes convergence and is desirable for all parameters of a model. Vehtari et al. (2021)
suggest a softer and more reasonable cuto for acceptable convergence; R < 1:.01 We use

the recommendation by Vehtari et al. (2021).

E ective sample size (ESS) Given the stepping method described above, the posterior
draws are not independent | even though we would like them to be. A good measure of
the e ciency of an MCMC algorithm is the e ective sample size (ESS). The ESS considers
the dependence in the posteriors and estimates the number of independent posterior draws
that our D draws represent. Like the R, the ESS is a good measure of convergence and is
a standard output from Bayesian software 7.

A good check of the correlation in the posterior draws is the autocorrelation plot. An
example can be found in Figure 2. In general, if a parameter has been e ectively sampled,
we should see an autocorrelation plot similar to the left or middle columns ( sigma?2_theta

SReaders interested in the formula behind R should refer to Vehtari et al. (2021).
7Readers interested in the formula behind ESS should refer to Vehtari et al. (2021).

DOHWA, QUT



2 BAYESIAN INFERENCE 11

and sigma2_gammyin Figure 2, which suggests that even after a single iteration the posterior
draws are close to independent (zero correlation). Observe that the posterior draws on the
right are still reasonably strongly correlated even after 5 iterations. This suggests that
sigma2_delta is particularly di cult to sample and may have low ESS. See Section 2.1 for
some recommendations on how to improve convergence and ESS.

A highly correlated or ine cient MCMC algorithm would give very low values of ESS. In
most cases, ESS can be arti cially increased by taking more posterior draws (e.g. setting D
higher). However, these decisions must be balanced with the computation cost. An e cient
MCMC algorithm should achieve an ESS as close to D as possible - indicating completely
independent draws. Note that the accuracy of any inference drawn from MCMC depends
on the ESS. A crude rule of thumb used by rstan (Stan Development Team 2022) is that all
model parameters should have ESS larger than the number of chains multiplied by 100. For
example, if one is to run 4 independent chains, the recommended cuto is for all parameters
to have an ESS larger than 400.

Tech talk!  Step size and adaption

For these stepping methods, the size of the step is very important and can have a
drastic e ect on the e ciency and validity of the MCMC algorithm. Fortunately, in
practice, we do not need to manually select the step size. The software recommended

in this project uses an automatic adaption scheme that selects the most e cient step

size for the model and data, before producing usable posterior draws. This adaptive
period of the MCMC algorithm is called the burn-in . Posterior draws produced during
burn-in should not be used for inference and are generally discarded.

Assessing convergence In Figure 1 we display trace plots of the posterior draws of a
single parameter: the mean of some continuous data. Trace plots show the evolution of the
posterior draws during the algorithm and are very helpful tools to ascertain the convergence
of our MCMC algorithms. In plot (a) and (b) of Figure 1, we use a poorly optimised step size
while plots (¢) and (d) use a well-chosen step size.

In plot (a) the posterior draws move extremely slowly toward the true value, indicating
very slow and poor mixing. We see extremely low ESS and a very large R, both indicating
that the chains have not mixed; we should not trust the posterior draws. The core problem
in plot (a) is that the posterior draws are highly correlated given the poorly chosen step size.
One can still obtain convergence with this step size, but must dramatically increase the
number of posterior draws, D.

In plot (b) of Figure 1, we increase D tenfold and also thin the chains by 100. Thinning ,
in this case, involves discarding every 1-99th draw and keeping only each hundredth in the
hope that after 100 draws, samples will be much less correlated. 8 Although the trace plot

8Thinning by 100 is generally not advisable as this can indicate a problem with the model. In practice, thinning
between 10-20 is usual.

DOHWA, QUT



2 BAYESIAN INFERENCE 12

and convergence diagnostics (R and ESS) in plot (b) suggest convergence, computation took
100 times longer than that for plot (a). Similar to plot (b), plot (d) in Figure 1 shows very
good convergence. The well optimised MCMC algorithm has provided almost independent
posterior draws for a fraction of the computational cost required to obtain the draws in

plot (b). Plot (c) in Figure 1 is another example of poor convergence. However, unlike in
plot (a) where our reason for claiming non-convergence was due to poor mixing, the draws
presented in plot (c) should not be trusted because each chain has converged to a di erent
area of the parameter space. The convergence diagnostics highlight the issue as the ESS is
very low and R is very high.

The illustrations in this section are pivotal to understanding the importance of Bayesian
computation in applications of Bayesian modelling. We observed that a well optimised
MCMC algorithm can provide substantially faster and more accurate inference. ° Note that
in the past decade there have been signi cant improvements in MCMC algorithms, with the
current state-of-the-art being implemented in Stan (Stan Development Team 2022).

Figure 2: Example of an autocorrelation plot for three parameters (columns) across 4 chains (rows). Autocorrela-

tion plots describe the correlation between draws in the chains. The x-axis describes the lag number of iterations
(after thinning), while the  y-axis gives the correlation. For example, the bar at lag 5 gives the average correlation
of the posterior draws that are 5 samples apart.

9The term 'better' here refers to the quality of the posterior draws in terms of e ciency and accuracy.

DOHWA, QUT



2 BAYESIAN INFERENCE 13

(a) (b)

(© (d)

Figure 1: Trace plot of a single parameter (mean of continuous data) estimated using a simple random walk MCMC
algorithm ( D = 2;000 draws for each of 4 chains). Each plot has the number of iterations, D, thinning value,
e ective sample size (ESS) and  R. The initial values for the algorithm are 2,3,5,6 and the dotted line represents

the true parameter value from the simulated data. Plot (a) illustrates non convergence because of poor mixing.

Plot (b) illustrates convergence, but uses D =200; 000 posterior draws with 100 thinning rather than D = 2000 like
the other three plots. Plot (c) illustrates non convergence because the chains have converged to di erent parameter

values. Plot (d) illustrates good convergence of the MCMC algorithm.

DOHWA, QUT



2 BAYESIAN INFERENCE 14

Improving convergence As we've shown, convergence is essential to drawing valid infer-
ence from Bayesian models tted via MCMC. Advanced users may wish to apply a range
of computational tricks, but in most situations convergence can be improved through the
following:

g Increase D (i.e. run the algorithm for longer)

g Increase the number of iterations for burn-in

g Increase the level of thinning 1° (see Section 2.1)

g Use more informative initial values (e.g. taken from frequentist models)

g To ascertain which component/s of the model is causing convergence problems, we
recommend reducing the complexity of the model (e.g. dropping random e ects or
xed e ects) until convergence is achieved.

g Increase the frequency of adaption (see the box on page 11)

g See the box on page 41 for more speci ¢ help

Please see Section 8.9 for example Bayesian software output with annotations.

2.2 Inference

Unlike frequentist model estimation, where model output is generally comprised of point
estimates, standard errors and p-values, the output of Bayesian models estimated using
MCMC are the D posterior draws. With access to the posterior draws, a Bayesian 11 can cal-
culate summary metrics (e.g. means, medians and quantiles), or apply any transformation

to derive posterior distributions for other variables of interest. Below we describe the two

core outputs required for this project: point estimates and measures of uncertainty.

2.2.1 Point estimate

In Bayesian inference a point estimate, " for a single parameter, say , can be calculated
using the empirical mean (or median) of the corresponding posterior draws for that param-
eter,

Ao 1R g

D d
where (9 isthe dth posterior draw of from our Bayesian model. Details of this notation

can be found in Section 8.1.

10Note that increasing the thinning amount without also increasing D, will result in fewer usable draws.
11 Crudely, a \Bayesian" indicates any scientist who takes a Bayesian perspective when conducting statistical
analysis.

DOHWA, QUT



2 BAYESIAN INFERENCE 15

2.2.2 Uncertainty

There are three common methods for reporting the uncertainty of Bayesian model param-
eters: posterior standard deviations, credible intervals and exceedance probabilities. The
uncertainty measures we recommend are derived from the posterior draws directly. Thus,
given that one can derive posterior draws for any quantity of interest (age-standardised
rates, years of life lost, prevalence, etc), one can also calculate uncertainty measures for all
metrics in the same manner.

First is the standard deviation of the posterior draws, which is referred to as the posterior
standard deviation . For relatively symmetric posterior distributions, the posterior standard
deviation may be similar to a frequentist standard error. Note that for posterior distribu-
tions that are not approximately symmetric, the posterior standard deviation can be a poor
measure of uncertainty.

The second uncertainty method is the credible interval . Bayesian credible intervals give
an interval which has a 95% chance that the true parameter value lies within it. Credible
intervals can be derived for all model parameters by calculating the empirical quantiles of
the posterior draws. For some parameters, the posterior distribution may be highly skewed
which means the quantile method of deriving credible intervals can be ine ective (see Figure
3) at capturing the most appropriate interval, in terms of values with the highest plausi-
bility. An alternative interval is the highest density interval (HDI). Unlike quantile credible
intervals, which are symmetric around the median, HDIs cover the parameter values cor-
responding to the highest density of the posterior. For approximately normally distributed
posteriors, HDIs and quantile credible intervals will be very similar. Thus, we recommend
using HDIs where possible. Our user-made function jf $getResultsData() returns HDIs as
default. See Section 2.3 from Gelman et al. (2014a) for a more thorough comparison of
guantile credible intervals and HDIs.

The third measure of uncertainty is exceedance probabilities : the probability of the pos-
terior being above a certain value. These can be derived from the posterior draws using

X
17 @
D
where | (@ >¢c =1 if (@ jslarger than some specied value  c.*?> For this project, for

example, exceedance probabilities can indicate whether the age-standardised rate (ASR) in a
particular area is signi cantly higher than the state ASR. Commonly values above 0.80 (i.e.
80% of the posterior) are considered likely to be above, while if the exceedance probability
is below 0.2 (so 80% of the posterior is below the value) it is considered likely to be below.

A variant of exceedance probabilities were used to great e ect in the Australian Cancer
Atlas (Duncan et al. 2019). They used the di erence in posterior probabilities (DPP),

121(:) is called the indicator function.

DOHWA, QUT



2 BAYESIAN INFERENCE

Figure 3: Comparison of highest density interval and quantile credible interval for a skewed distribution. The
middle blue vertical line is the median, while the red lines on either side denote the bounds of the intervals.

1 X
2 = 1 @sc 05 :
D
d
By using the jf $getDPP(.) function (see Code 1), one can easily derive the exceedance
probabilities and DPPs. The function also returns a binary vector denoting which columns
of draws are signi cantly di erent to the null _value at the 60% level.

16

1 # draws is a matrix with D rows and n_obs columns
2 dpp_obj <- jf$getDPP(draws, null_value = 1, sig_level = 0.60)

a # Exceedence probability
5 dpp_obj$EP

7 # DPP
s | dpp_obj$sDPP

10 # binary vector of significance
1 # of the DPPs
12 dpp_obj$DPP_sig

R Code 1: Calculating DPP using our user-made function

Please see Section 8.9 for example Bayesian software output with annotations.

DOHWA, QUT



2 BAYESIAN INFERENCE 17

2.3 Goodness-of-t

Once we deem that our Bayesian model has converged, we recommend some simple model
checks to ensure the results are plausible. These include comparing the observed and
tted values, examining model residuals and performing posterior predictive checks and
sensitivity analysis.

Observed vs tted Bayesian inference via MCMC is a di cult task - particularly identify-

ing when a coding error has occurred. It is always recommended to plot the observed data

(e.g. counts or rates) versus the modelled estimates. Note that we do not expect (or wish)

for exact concordance between the observed and modelled estimates | remember the point

of this modelling project is to smooth the data and thus, provide more reliable estimates.
Observed versus tted plots are a great way to identify any model speci cation or coding

errors. In our explorations, we always include a diagonal line of equality in all our observed

versus tted plots, and expect the points to sit either on the line or close to it. Figures 11

and 12 provide some examples.

Plausibility checks Although comparing the observed and tted data is a useful check,
for some of the models (Section 5) discussed in this report, we recommend further plau-
sibility checks which are not a purely Bayesian check, but recommended for all statistical
analysis. Plausibility checks are an excellent way to ensure that the speci ed model is work-
ing as expected and that your code is correct even though no errors were produced by the
software 3. These checks might include, for example, comparing ASRs or prevalence esti-
mates against remoteness or socioeconomic status or by comparing the posterior standard
deviations of estimates to the corresponding area-by-time population or sample sizes.

Residual plots We recommend examining the relationship between the posterior of the
standardised residuals and the tted values, i, to ensure there are no systematic patterns

in the residuals. Standardised residuals for Poisson models can be derived for the dth
posterior draw using the following formula.

(@)
|

r@ =Y, 2.2)

(@
I

To simplify these checks, we suggest taking the median of both the residual and tted
count draws. Generally, these residual plots should have little pattern across the tted
counts. Note that for severely sparse count data, residual checks are di cult to interpret,
and one should rely more on posterior predictive checks. See Figure 4 for examples of
residual plots for common and sparse count data.

13 Note that incorrectly speci ed priors in nimble may not throw any errors, thus giving the false pretence of a
correct model.

DOHWA, QUT






	List of Figures
	List of Tables
	List of Codes
	Abbreviations
	Mathematical Notation
	Introduction
	Structure

	Bayesian Inference
	Computation
	Inference
	Point estimate
	Uncertainty

	Goodness-of-fit
	Bayesian workflow

	Bayesian spatio-temporal (ST) modelling
	Regression models
	Hierarchical models
	Spatial priors
	ICAR
	BYM
	BYM2
	Leroux

	Temporal Priors
	RW1

	Space-time interaction priors
	Spatio-temporal models

	Administrative data
	Standardised incidence ratio (SIR)
	Model: SIR_ST

	Age-standardised rates (ASR)
	Model: ASR_ST
	Model: ASRA_ST

	Data sparsity
	Counts

	Survey data
	Small area estimation
	Individual-level modelling: Multilevel regression and poststratification (MrP)
	Model: WMrP_ST — model fitting
	Model: WMrP_ST — poststratification

	Area-level modeling: Fay-Herriot
	Fay-Herriot model
	Generalised variance functions
	Model: FHELN_ST

	Model/variable selection
	MrP_ST
	FHELN_ST


	Burden of Disease data
	YLL
	YLD
	Applying the ASRA_ST model to prevalence data
	Model: ASRAME_ST
	Applying the WMrP_ST model to prevalence data


	Conclusion
	Appendix
	Introduction to mathematical notation
	ICAR prior
	Epidemiology metrics
	Offset term in Poisson models
	Non-mean centred parameterisation
	ASR Adjustment
	Non-integer count adjustment
	QR Decomposition
	Output from Bayesian software
	Recommended Bayesian models

	References

